Policy gradients and the log-derivative trick

Ten problems on differentiating an expectation through its distribution: the log-derivative
trick, the zero-mean score and why baselines are free, the softmax policy gradient in closed
form and a gradient step with numbers, the variance of the one-sample estimator and the
optimal baseline, the Gaussian policy's scores, trajectories with the dynamics dropping out,
reward-to-go, the entropy bonus and the importance-sampled surrogate, with worked
solutions and the mistakes that move the gradient inside the expectation, differentiate with
respect to the action, or weight actions by past rewards.

BEFORE YOU START

A policy gradient method improves a stochastic policy by gradient ascent on the expected
reward, and the whole difficulty is that the parameters sit inside the distribution the
expectation is taken over, not inside the function being averaged. One identity moves
them: the gradient of a probability is the probability times the gradient of its logarithm.
Everything in this family of methods, from REINFORCE to the clipped objectives of
modern policy optimisation, is that identity plus variance reduction. These ten problems
derive the log-derivative trick, show why any constant baseline leaves the gradient
unchanged, work out the softmax policy gradient in closed form and take one step with
numbers, compute the variance of the one-sample estimator and the baseline that
minimises it, derive the Gaussian policy's score functions, extend the trick to trajectories
where the environment's dynamics drop out, justify reward-to-go, differentiate an
entropy bonus and end with the importance-sampled surrogate objective that lets old
samples be reused. The five mistakes at the end are the ones that produce an update that
still runs: the gradient moved inside the expectation, the score taken with respect to the
action, a baseline that depends on the action, actions weighted by the rewards before
them, and a softmax gradient with its mean term dropped.

« A policy is a distribution py(a) over actions a with parameters 0: either a finite set a €
{1,..., K} or areal number. A reward r(a) does not depend on 6. The objective is
J(0) = Eq-p,[r(a)], which is maximised.

« The score function is Vylog py(a), and the log-derivative identity is Vypy(a) =
po(a) Vglogpy(a), the chain rule on log rearranged.

« The softmax policy over K actions has § € RX and py(a) = €/ >, e?; from the
softmax page, 9p,/00r = pa(dar. — pi), With . = 1 if @ = k and 0 otherwise. e, is the a-
th standard basis vector, 1 the all-ones vector, p the vector of probabilities and r the
vector of rewards, so J = p' . ® is the elementwise product.

 The Gaussian policy has a ~ N (u, %) with 6 = (u,0); e ~ N(0,1) has E[e] = E[¢%] = 0
and E[¢?] = 1.




« Atrajectoryis T = (so, ao, $1,0a1, - - ., S7_1,ar_1) in an environment with start
distribution p(so), policy ms(a | s), transitions p(s’ | s,a) and rewards r, = r(s¢, a;); the
return is R(7) = Z;‘F;Ol r. and J(0) = E.[R(7)], the expectation over trajectories
generated by .

 The entropy of the softmax policy is H(p) = — >, pa log p, (the entropy page). An
estimator g of a gradient is unbiased if E[§] = V,J; its variance is E||g||? — ||V J||?, the
trace of its covariance (the variance page).

Builds on: The softmax Jacobian

Problems

1. For a finite action set, show that VyJ = Eqy, [r(a) Ve log ps(a)]. difficulty -

2. Show that E,_,,, [V log pp(a)] = 0, and deduce that for any constantb, ~ difficulty -
Eop [(r(a) — b) Vg logpg(a)] = V.

3. For the softmax policy, show that Vylog pg(a) = e, — p and that difficulty --
VoJ = p® (r — J1) with J = p"r. Show that the entries of V,J sum to zero, and say why
they must.

4. Take K = 3,6, = (0,0,0) and r = (1,0, —1). Compute J(6) and V,J difficulty --
there, then 6; = 6, + nVyJ with n = 1, and the policy and expected reward at 6, to four
decimal places.

5. The one-sample estimator with baseline bis g, = (r(a) — b)(e, —p) ~ difficulty ---
with a ~ p. Show that E||g*> = 3=, pa(ra — b)*|lea — pl|*, that the variance-minimising
2o Pallea = pl*ra

baseline is b* =
Yo Pallea =D’

and that b* = J when p is uniform.

6. For the Gaussian policy a ~ NV (y, 0?), compute 9, log p(a), 8, logp(a) difficulty --
and Qg log p(a). For r(a) = —(a — a*)?, show that J = — ((u — a*)? + 0?) and that
E[r(a) O, logp(a)|] = 8J/0pu = —2(p — a*).


https://eulerpad.app/practice/softmax-jacobian

7. For trajectories, show that Vylog py(7) = ZtT;Ol Vologmg(as | s;)and ~ difficulty --
hence that VyJ = E, |:R(T) > Vologms(ay | st)] .

8. Show that E, [ry Vglog mg(as | s¢)] = 0for ¢’ < t, and hence that difficulty ---
Vo =E, |:Zt Vo logmg(as | 51) ét] with the reward-to-go G = DTt

9. For the softmax policy, show that VyH(p) = —p ® (logp + H1),and  difficulty --
that this is the log-derivative trick applied to the #-dependent reward — log pg(a).

10. Actions are drawn from a behaviour policy g(a) > 0 rather than difficulty ---
from py. Show that VyJ = E,, [% r(a) Vglog pg(a):| , and that this is also the gradient of

po(a) (a)].

the surrogate L(0) = anq[ @ T
qg\a



Answers
1. VoJ = Eqp, [r(a) Vo log pe(a)]

2. Eqnp, [Vologps(a)] = 0,50 E[(r(a) — b) Vglog ps(a)] = Ve J for every constant b
3. Vglogpy(a) = e, — p; VoJ = p ® (r — J1), whose entries sum to zero

4.At6p: J =0and VyJ = (3,0,—3); 61 = (5,0, —3) with p ~ (0.4484,0.3213,0.2302) and J ~
0.2182

ZapaHea _pH2 Tq

5. Ellgs]I* = 32, Pa(ra — b)?|le, — pl|?; b* = for uniform p, b* = J

> aPallea — ol 7
a — a — 2—0'2 a — 2
6.0, logp(a) = 0—2“ 0;logp(a) = % Dog o log p(a) = (0—2#) -5 J=—((p—

a*)’ +0?) and E[r(a) 0, logp(a)] = —2(u — a*) = 0J /0u
™) 3 Vologmo(ar | 51)|

Zt Vologmg(as | st) GAt} with G; = Zt’zt Tt

7. Vologpy(7) = >, Vologmg(as | s¢); VoJ = E- [R

—~~

8.E, [rt, Vo logma(ar | st)] =0fort <t;VygJ =E,

—

9. VoH(p) = —p ® (logp + H1) = Eop[(—logpe(a) — H)(eq — )]
po(a) ps(a)
10. VoJ = Eqq [b r(a) Vg logpg(a,)] = VyEsyq [ (;(a) r(a)]



Worked solutions

Problem 1
For a finite action set, show that V¢J = Eop, [r(a) Vg logpy(a)].

The expectation over a finite set is a

J(0) = 2., po(a) r(a).

weighted sum.

Differentiate term by term; r(a) does
VoJ =3.,7(a) Vope(a). not depend on 6.
The chain rule gives Vlogp = Vp/p;

Viopg(a) = po(a) Vg log ps(a). multiply through by p > 0.

VoJ =3, po(a)r(a) Vologpy(a) = Substitute; a sum weighted by py is an
Eap, [’r(a) V, log py (a)] . expectation under p,.

The gradient of an expectation whose
distribution depends on 6 is again an
expectation under that distribution, so it
can be estimated by sampling: draw a,
compute r(a)Vy log py(a). It uses only
the value r(a), never a derivative of r, so
the reward can be a game score or any
black box, and a can be discrete; that is
what separates it from the ELBO page's
reparameterisation, which needs Vr.

VoJ = Eqp, [7(a) Vg logpy(a)]

For a continuous a the sum becomes an
integral and the argument is unchanged
(Problem 6). Mistake 1 is the gradient
moved inside instead.

Problem 2
Show that E,, [Vg log pg(a)] = 0, and deduce that for any constant b, Eq-p, [(r(a) —

b) Vglogpg(a)] = VaJ.

E[Vglogps(a)l = >_,pe(a) Vologps(a) =  problem 1's identity read from right to
> o Veps(a). left.



Yo Veps(a) = Vg, pe(a) = Vgl = 0.

E[(r(a) — b) Vglogpy(a)] =
E|[r(a) Vologps(a)| — bE[Velogps(a)] =
Vod — 0.

A finite sum of gradients is the gradient
of the sum, and the probabilities sum to
1 for every 6.

Linearity, then Problem 1 and step 2.

IEj’a~p.9 [VG logPH(a)] = 0’ SO E[(r(a) o
b) Vylogpy(a)| = V,J for every

constant b

Problem 3

The score has mean zero because
probabilities sum to one, differentiated.
For the softmax, >, p.(e, —p) =p —

p = 0 directly. A baseline leaves the
mean of the estimator alone and
changes only its variance, which
Problem 5 minimises; it must not
depend on the action drawn (Mistake 3).

For the softmax policy, show that Vglogpy(a) = e, — pand that VoJ = p ® (r — J1) with J =
p'r. Show that the entries of V4J sum to zero, and say why they must.

log ps(a) = 6, —log Y, €.

Ologpg(a) 5. e

6, = - W = 0qk — Dk> SO
VGJ = Za para(ea - p) = Zaparaea -
(Zapara>p =pOr— Jp.
pOr—Jp=p0o (r—J1).

lTVGJ:kaka—JEkkaJ—J:
0.

The log of the softmax.

The derivative of the log-sum-exp is the
softmax, as on the softmax page.

Problem 1 with step 2; }° p,rqe, is the
vector with entries p,r,.

Entry k is prri — Jpr = pr(re — J)-

kak =1



Vylogps(a) =e, —p; Vo =p© (r —

J1), whose entries sum to zero

Problem 4

An action's logit rises when its reward is
above the current average J and falls
when below, at a rate proportional to its
probability, so a rarely chosen good
action moves slowly, which is the
exploration problem in one line. The
entries must sum to zero because adding
a constant to every logit leaves the
softmax unchanged (the softmax page's
shift invariance): J is constant along 1,
so its gradient is orthogonal to 1.
Mistake 5 breaks this.

Take K = 3, 6, = (0,0,0) and r = (1,0, —1). Compute J(6,) and V,J there, then 6, = 6, +
nVeJ with n = 1, and the policy and expected reward at #; to four decimal places.

01 = 0y + T]VQJ = (%,0, —%)
el/? ~1.3956, ” = 1, e~ /3 ~ 0.7165,
summing to 3.1121, so p ~

(0.4484,0.3213,0.2302).

J =~ 0.4484 — 0.2302 = 0.2182.

The softmax of equal logits is uniform.

Problem 3 with J = 0.

Gradient ascent on J with n = 1.

The softmax at 6.

p'rwithry = 0.



At6y: J =0and VyJ = (3,0,—1); 6, =
(%,O, —%) with p ~
(0.4484, 0.3213, 0.2302) and J ~ 0.2182

Problem 5

One step moved probability from the
worst action to the best and raised J
from 0 to 0.218; the middle action,
whose reward equals the mean, did not
move. Repeating the steps sends p — e;
and J — 1, ever more slowly, because
the entry for action 3 is p3(rs — J) and
ps — 0. The exact gradient here is what
a REINFORCE step estimates from a
sample: drawing a = 1 gives (1 —

0)(e; —p) = (%, —:1,—), —%), and the p-
weighted average of the three possible
samples is the gradient above.

The one-sample estimator with baseline bis g, = (r(a) — b)(e, — p) with a ~ p. Show that

E||g]|* = 3, Pa(ra — b)*||ea — p||?, that the variance-minimising baseline is b* =

Yo Pallea — pl*ra
> aPallea —pl?

El|go]* = 32, Pa (ra — b)* [lea — plI*.

Var(gy) = E[|gs]|* — [V J %, and VoJ
does not depend on b, so minimising the
variance over b is minimising E||g, [|2.

d_. .

EI3]° = =232, pa(ra = b)llea —pl* =
0, so bzapaHea _pH2 = Zapa‘lea -

Pl 7.

oo Suplles—plPre
> qPallea —pl?
derivative 2 > p,|le. — p||* > 0 makes it

, and the second

the minimum.

and that b* = J when p is uniform.

The expectation over the finite set; the
scalar (r, — b) comes out of the squared
norm as its square.

Problem 2: the mean of g, is V,J for
every b.

Differentiate the square and set to zero.

A convex quadratic in b has its
minimum at its stationary point.



For uniform p, [le, — p[|2 = (1 — 1)* +

K
K -1
(K-1)% = = for every a, so the

weights are equal and b* = ) p.ra = J.

One entry of e, — pis 1 — % and the
other K — 1 are —; (K —1)? + (K —
1) = (K - D)K.

El|goll* = =, Pa(ra — b)*|lea — p||?; b* =
> oPallea — ol 7o

> aPallea —pl?
J

for uniform p, b* =

Problem 6

The best baseline is a weighted mean of
the rewards, weighted towards actions
with large scores. The mean reward J,
or a running estimate of it, which in
reinforcement learning is the value
function, is the usual choice: exactly
optimal for a uniform policy and close
otherwise. At Problem 4's 6y, b = J =0
gives E||g||> = § against { forb = 1,
with the same mean.

For the Gaussian policy a ~ N (u, 0?), compute 9, log p(a), 8, log p(a) and Hiog » log p(a). For
r(a) = —(a — a*)?, show that J = —((u — a*)? + 0%) and that E[r(a) 8, log p(a)| = 8J /0 =

—2(u — a*).

logp(a) = —5 log(2m) — logo — 572

0, logp(a) = a 2“ and 9, logp(a) =
o

1w o

o o3 o3 '

Aogo log p(a) = 0 0, logp(a) =

(a—m* |

o2

J =E[—(a — a*)?] = —(Var(a) + (Ela] —
a*)?) = —((p — a*)* +0?),508J /O =
—2(p —a*) and 8J /00 = —20.

(a—p)*

The Gaussian log-density.

Chain rule on (a — u)?, whose inner
derivative in p is —1; power rule on o2
and the derivative of —logo.

d/d(logo) = od/do, since do/dlogo =

g.

The variance page's E[u?] = Var(u) +
(E[u])?> withu = a — a*.



With a = p + oe: E[r(a)a;ﬂ] =

—%E[((,u, —a*) + 0'8)26] = —%E[(,u, —
a*)%e +2(p — a*)oe? + 0% = —2(p —

a*).

(a — p)/o? = €/0; expand the square;
Ele] = E[e?] = 0 and E[¢?] = 1.

a—
0, logp(a) = 7'“, 0, logp(a) =

(a —p)?’ -0 (a — )’

o3 ’ 8loga log p(a) = o2

1;J=—((p—a*)?+0%) and

E[r(a) 9 logp(a)] = —2(u — a*) = 8. /du

Problem 7

The score in p says that an action which
landed above the mean pushes the mean
up, weighted by its reward, and the
score in o widens the policy when
actions farther than o from the mean
are rewarded; the check confirms

E[r 0, log p] = —20 too. The
reparameterised route of the ELBO page
would use 7(a) = —2(a — a*), the
derivative of the reward, which an agent
usually cannot evaluate; the log-
derivative trick needs only values of r, at
the cost of variance (30 against 4 in the
ELBO page's Problem 6).
Parameterising by log o keeps o > 0 and
makes the score scale-free. Mistake 2
differentiates in a instead of p.

For trajectories, show that V,log py(7) = Zf:_ol Vg log my(a; | s¢) and hence that V,J =

E, [R(T) S, Vo log mo(ay | st)] .

T-1
pG(T) = p(s()) Ht:O 71'0(0,,5 |
st) HtT:_02 p(st+1 | 8¢, az).

log py(7) = log p(sg) + >, logmg(ay | ;) +

Zt logp(3t+1 | S¢, at)'

The chain rule of probability: each
action depends on the current state
through the policy and each next state
on the current state and action through
the dynamics.

The log of a product.



Only the policy factors contain 6; the

Vologpy(T) = >, Vglog mg(as | s¢). start distribution and the dynamics do
not.
VoJ =E, [R(T) V, log py (T)} _ Problem 1 with trajectories as the

outcomes and R(7) as the reward, then

E-[R(r) , Vologmo(a | 50)]- step 3.

The dynamics drop out: the estimator
never needs p(s’ | s, a), which is why
policy gradients are model-free. The
check enumerates every trajectory of a

two-state, two-action, three-step
Vylogpy(r) = >, Vglogmy(ay | s¢); environment with a tabular softmax
VoJ = E, |R(T) Zt Velogmy(a, | s t)] policy and compares the expectation
with finite differences of J. This is
REINFORCE; it weights every action by
the whole return, including actions
taken after a reward was already
collected, which Problem 8 removes.

Problem 8
Show that E. [ry Vg log mg(a; | 5;)] = 0for ¢’ < ¢, and hence that VyJ = E, [ >, Vologma(a |

St) G‘t} with the reward-to-go G, = Zt,zt Ty,

Let hy = (sg,a9,---,8:_1,0;_1,8;) be the

history up to the state at time ¢. Given h;,

Problem 2 applied to the distribution
ar ~ mo(- | st), SO E[Va log mg(at | PP

(- | 8¢)-
st) | ] =, mo(a| st)Vologma(a | s¢) =
0.
Fort <t,rv = r(sv,ar) is a function of
h;, sOE [thva log We(at | s t)} — Iterated expectations: condition on Ay,

take ry out of the inner expectation

B [rt' > [Ve log mg(ay | 5¢) | ht}] = Elry - because it is fixed by h;, then step 1.

0] = 0.



R(1)Y, Vologmy(a; | st) =
> Vologmg(az | st) ( DTt Zt’Zt rt’) .

Split the return at ¢ inside each term.

Taking expectations, every past term ry
with ¢ < t contributes 0 by step 2,
leaving VyJ = E, [zt Vo log m(as |

St) Zt’zt Ttl:| .

Problem 7 and linearity.

An action cannot change rewards
already received, and the algebra agrees:
those terms are zero in expectation but
not sample by sample, so dropping them
lowers the variance without biasing the
E. [Tt’ Vo log my(ay | St)} =0fort <t estimate, the same mechanism as
Vo] = E. [Zt Vo log mo(as | 5) Gt] with Problem 2's baseline. AbasehAne may
. also be subtracted per state, G; — b(s;),
G = Zt’>t Ty because given s, it is a constant with
- respect to a;; that difference is the
advantage. Weighting by the past
rewards instead is Mistake 4. The check
verifies both the zero and the equality
on the enumerated environment.

Problem 9
For the softmax policy, show that VyH (p) = —p ® (logp + H1), and that this is the log-
derivative trick applied to the #-dependent reward — log py(a).

OH Opa, Product rule on p, log p,: its derivative is
- = — a7 (logp, +1). P8P

00y 00y, (logp, + 1) Op,.

OH

8_0k = — > ¢ Pa(0ar — pr)(logps + 1) = The softmax Jacobian; the §,;, picks out

“pr(log pr + 1) + p Za pa(log pa + 1). a = k and the p,, factors out of the rest.



oH
>aPa(logpa+1) = —H + 1,50 2 =
k > aPalogp, = —Hand ), p, = 1; the
—pr(logp +1) +pe(1 — H) = +py cancel.

—pi(log p, + H).

With ry(a) = — logpy(a), H = B, [ry(a)]
and VyoH = E|ry(a)Vylo a)| +
b [ 0( ) b gpe( )} Product rule, because both the

E [vbﬂ’e (a)} ; the second term is distribution and the reward depend on
—E[Vylogps(a)] = 0 and the first is 6; Problem 2 for the second term;

Problem 3's score for the first.
Y o Pa(—logps)(ea —p) = —pOlogp +
(Zapalogpa)z? —p®logp — Hp.

The entropy gradient pushes down the
logits of actions whose surprise — log p,
is below the average surprise H, the
likely ones, and up the unlikely ones; it
points towards the uniform policy,

VyH(p) = —p® (logp + H1) = where it vanishes. Adding BH to the

Eayp [(_ log py(a) — H)(eq — p)} objective adds j times this to the
update, or in sampled form adds the
bonus — log pg(a) — H to each sampled
reward, with H acting as its own
baseline. The entries sum to zero again,
as every softmax gradient must.

Problem 10
Actions are drawn from a behaviour policy g(a) > 0 rather than from py. Show that VyJ =

E,y VM r(a) Vglog pe(a)] , and that this is also the gradient of the surrogate L(6) =

q(a)
Eqq [pg(a) r(a)} .

q(a)

Multiply and divide by ¢(a) > 0:
@ r(a) = Eqvq [pg(a) 'r‘(a)} importance sampling, the same move as
9 the ELBO page's Problem 1.




Vape(a) _ Vepe(a) _ po(a) v, log pg(a). q d(?es r.10t -deper.ld on 0; the log-
q(a) derivative identity.
Vo =3, q(a)r(a) Vopy(a) = Plfferentlate step 1 term l?y term, which
is allowed because the weights ¢(a) do
Eavg [Pe (a) 7(a) Vg log py (a,)} : not depend on 6; then step 2.

The right-hand side of step 1is L(6), so
Step 1 is an identity for every 6, not only

step 3 is also VyL: J and L are the same at the 6 that generated the samples.

function of 8, written two ways.

This is how samples from an old policy

are reused: the surrogate L has the right
gradient everywhere, and differentiating
the ratio in an automatic-differentiation

Do (a) framework produces the score-function
Vo = Bay | Vol | =
b 1 q(a) r(a) Vologpo(a) estimator by itself, because Vp =
po(a) pV log p. When ¢q = py,, and 6§ = 6,4 the
VoEquq|—— 7(a)
q(a) ratios are 1 and the estimator is Problem

1's. Proximal methods replace r by an
advantage and clip or constrain the
ratios, because the estimator's variance
grows with py as py drifts away from gq.

Where this goes wrong

1. Moving the gradient inside the expectation
For a fixed distribution the gradient of an expectation is the expectation of the gradient, and that
is the first rule to reach for.

J(0) = Equp,[r(a)] Right so far: the objective.

The rule that causes the mistake: it
holds when the distribution does not

“The gradient of an expectation is the
depend on 0, as after the ELBO page's

expectation of the gradient. reparameterisation; here 6 lives in the

distribution.



r(a) does not depend on 6, so the line
says J is constant, while Problem 4
raises it from 0 to 0.218 in one step. The
dependence on 6 sits in the weights
po(a), and differentiating those is

Vod = Eqp, [Vor(a)] =0X Problem 1: VyJ = E[r(a)Vglogps(a)].
When the action can be reparameterised
and r is differentiable both routes exist
and the ELBO page compares them; for
a discrete action or a black-box reward
only the score-function route does.

2. Score taken with respect to the action instead of the parameter
For a Gaussian the log-density is a function of a — p, and the derivative in the exponent is easy to

take in the wrong variable.

(a —p)?

oor % log(2m)  Right so far: Problem 6, step 1.
o

logp(a) = —logo —

The shortcut that causes the mistake: it
is the derivative with respect to the

“The score is the derivative of the log-
parameter being learned, not with

density. respect to the variable the density is
over.
. a—u
The sign is wrong: J, log p(a) = +—;
o

(Problem 6), so Problem 6's estimate

becomes +2(u — a*) and gradient ascent

moves p away from a*. The two agree in
o= X size only because the density depends
on a — p; for o there is no 9,
counterpart at all. The multivariate-
Gaussian page's score V, log N (z; u, X)
is a derivative in z, used for sampling,

Vo logp(a) = 0, logp(a) = —

which is where the name collides.




3. A baseline that depends on the action
Any constant can be subtracted from the reward, and the obvious thing to subtract is something
informative about the action taken.

El(r(a) — b)YV log pa(a)] = Vo.J for a
[( (a) )V log pe( )} b Right so far: Problem 2.

constant b
The habit that causes the mistake:
Subtract a better reference: b(a), what Problem 2's proof takes b outside the
this action usually earns.” expectation over a, and a function of a

cannot come out.

By Problem 1, E[b(a)Vglogpy(a)] =

VyEy, [b(a)], which is zero only when

E,, [b(a)] does not depend on 8; with
VoJ = E[(r(a) — b(a)) Ve log pe(a)] for b(a) = r(a) the line claims VJ = 0. The
any function b X state-dependent baseline b(s;) of

Problem 8 is allowed because, given s;,

it is a constant with respect to the action

a; that follows.

4. Weighting each action by the rewards before it
Credit runs backwards in time, and a running total of the rewards seen so far is what a

cumulative sum in code produces.
VoJ =E| >, Vglogmy(a; | s;) Zt'zt Ty Right so far: Problem 8.

The habit that causes the mistake: a
“Each action's weight is the return forward cumulative sum, where the

accumulated up to that point.” reward-to-go is the cumulative sum
taken from the end.



By Problem 8 the terms with ¢’ < ¢ have
expectation zero, so the line equals
E[ Y, Vologmg(as | s¢) r¢]: each action is
credited with its immediate reward only.
Vo] = E Zt Volemallas | o) Zt’<t Tt'} X ’.l"l?e estimate is biased, not merely noisy;
= it ignores every delayed consequence, so
an action with a small cost now and a
large payoff later is pushed away. On the
check's environment the two
expectations differ.

5. Softmax policy gradient with the mean-reward term dropped
Ve¢J = p ® (r — J1) contains a term that looks like a baseline, and baselines are optional.

VodJ = Eqvp [’r(a) (ea — p)} Right so far: Problem 3, step 3.

The shortcut that causes the mistake:
“The —p is a baseline term, so it can be the —Jp comes from the —p inside the
left out.” score e, — p, which is part of the

gradient, not from a subtracted baseline.

Its entries sum to ), p,re = J, but a
function invariant under # — 6 + c1 has
a gradient orthogonal to 1 (Problem 3).
At Problem 4's 6, the line happens to be
right because J = 0 there; at 6, it gives

VoJ =poOrX (0.448,0, —0.230) where the gradient is
(0.351, —0.070, —0.280). The middle
action, whose reward sits below the new
mean, is never pushed down, and the
update drifts along 1, where it changes
nothing.

eulerpad.app/practice/policy-gradient-and-the-log-derivative-trick



