One-hidden-layer backprop, the whole
backward pass

Ten problems assembling the full backward pass of a one-hidden-layer classifier: the two
deltas, every parameter gradient with its shape, the gradient to the input, the batched version
with the 1/N, a ReLLU variant and an L2 penalty, with worked solutions and the mistakes that
swap shapes or drop factors.

BEFORE YOU START

The previous two pages computed the pieces of a backward pass: the gradient of softmax
with cross-entropy, and the rule for pushing a gradient back through an affine map and
an elementwise nonlinearity. These ten problems assemble them into the whole backward
pass of a classifier with one hidden layer, first for one example and then for a batch, and
then change the activation and the loss to see what moves. The five mistakes are the ones
that survive a quick read: an outer product and a batched product transposed, the
activation's derivative dropped, a bias gradient left unsummed, and a stray factor of 2 in
weight decay.

« The conventions are those of the previous pages: vectors are columns, Jacobians are
in numerator layout, a gradient has the shape of the variable it is taken with respect
to, and for a scalar L of u with u a function of z, VL = (9u/dz)' V,L.

« The network: z € R?%; 2; = Wiz + b € R™ and h = o(21), where o is the logistic
sigmoid applied elementwise, with ¢/ = o(1 — 0); 22 = Wah + by € R¥; § =
softmax(z,); and L = — . y; log §; with y one-hot.

« The two deltas are the gradients at the pre-activations: §; := V,,L and é; := V, L.

« Entries: Wy, is entry (¢, j) of W», and 2, 2,5, h; are entries of 2, ds, h; likewise one
layer down.

« @ is the elementwise product and 1 the all-ones vector.

« Batched: rows are examples. X € RV*¢, 7, = XW,' +1b}, H = 0(Z,), Zo = HW, +
16, Y is the row-wise softmax of Zs, Y holds the one-hot targets as rows, and L =
% >, L, is the mean of the per-example losses. A, := VL and A; := V4 L.

« The softmax page gives V,.,L = § — y, and the Jacobians page gives the pattern V;, =
W (0'(2) ® Vout); this page only assembles them, so every step is a citation plus a
shape check.

Builds on: Jacobians and the chain rule, The softmax Jacobian



file:///practice/jacobians-and-the-chain-rule
file:///practice/softmax-jacobian

Problems

1. List the shapes of W1, by, 21, h, Wa, ba, 22,9 and of difficulty -
Vw,L,Vy L,Vw,L,Vy,L,V,Linterms of d, m, k.

2. Compute 62 = V,, L. difficulty -
3. Compute Vy, L and V,, L in terms of §; and h, with shapes. difficulty -
4. Compute VL. difficulty --
5. Compute §; = V, L in terms of d,, W, and z;, without forming any difficulty --

Jacobian of .

6. Compute Vy, L and V;, L. difficulty --
7. Compute V, L. Why would you want it? difficulty --
8. Batched: with X € RV*? (rows are examples), Z; = XW," + 1b], difficulty ---

H = 0(Z,), Zo = HW, +1b),Y = softmax(Z,) row-wise, ¥ one-hot rows and L =
% > Ln, compute Ay, Vi, L, Vi, L, A1, Vi, L, Vy, L and V x L, with shapes.

9. Replace o by ReLU(2) = max(z, 0). What changes in Problems 5—7? difficulty ---
Write 6, and VL.

10. Add an L2 penalty: L' = L + 3|/ Wa|%. Compute Vy,L'. difficulty ---



Answers
1. Wi :m xd,by,z1,h: m; W : k X m, by, 22,7 : k; each gradient has the shape of its variable:
Vw,L:mxd,Vy L:m,Vw,L:kxm,Vy,L:k,V,L:d

2.0=9-y
3. Vi, L = 60" (k x m); Vi, L = &,
4.Vi,L =W, &

5.0, = 0'(21) © (W 6y)

6. Vi, L = 612" (m x d); Vi, L = &
7. VoL =W,

8. Ay = (Y —Y) (N x k); Vi, L = A H (k x m); Vo, L = AJ1; A1 = 0/ (Z1) © (A W) (N x

9.61 = [z1 > 0] ® (W3 82); VL = Wy §;; nothing else changes
10. VW2L/ = 62h—r + )\WQ



Worked solutions

Problem 1

List the shapes of W1, b1, 21, h, Wa, bs, 22,y and of Vi, L,V L, Vw, L, Vy, L, VL in terms of

d,m, k.

Wiz € R™ for z € R?, so Wi is m x d; by
is added to Wiz, so b; and z; have m

entries.

h = o(z1) has m entries.

Wsyh € RF, s0o Wy is k x m; by, 2, and §

have k entries.

Entry (4, j) of Vy, L is 0L/0W, ;;, and

likewise for every other variable.

A matrix takes d-vectors to m-vectors
only if it has d columns and m rows, and
vectors can be added only if their shapes
agree.

o is elementwise, so it keeps the shape
of its input.

Step 1 one layer up, with A as the input;
the softmax gives one probability per
class, so it keeps the shape of z,.

A gradient has one entry per entry of its
variable, which is why W; — n Vy, L is
defined.

Wi:mxd,b,z1,h:m; Wy : k Xm,

ba, 22,7 : k; each gradient has the
shape of its variable: Vi, L : m x d,
Vo, L:m,Vw,L:kxm,VyL:k,V,L:d

Problem 2
Compute 62 = V,, L.

As a function of z,, L =

— >, yi log softmax(22);.

Let ¢ be the index with y. = 1. Then L =
—22,.+log ), €™

Every answer below is checked against
this list.

§ = softmax(z2), and d, holds everything
below z, fixed.

Only the target term of the sum
survives, and log . = 2, — log ), ™.



22 contains z; ; only when j = ¢, which
is y;; the log-sum-exp term

OL/0z; = —y; + ;. differentiates to e*i/ ), e/ = ;. This
is the softmax page's Problem 5 with

Z = Z9.

k x 1, the shape of z,. Its entries sum to
do =17 —y 0: the target entry is §. — 1 < 0 and the
others are positive.

Problem 3
Compute Vy, L and V,, L in terms of §; and h, with shapes.

Index form shows which entry of z; each
29i =3 Waiih: + by
28 EJ 2,47 2,8 entry of W5 and b, builds.

W,i; appears only in 224, with coefficient It sits in row ¢ of W5, and row : builds

hj.

only z;;; within that sum, only term j
contains it.

OL Oz L depends on W; only through z2; b
OL/OWij = 2y 5 — o7 — = 02 hy P [ Ony TonEn =5 Y
29,0 OWaj step 2 only the 7' = i term is nonzero.

. T ; B

( 55 BT )ij _ 52,i hj, with shapes ( k x 1) (1 x An outer product ab' has entries a;b;:
) . the row index comes from J, and the

m) =k X m.

column index from h, matching step 3.
bs; appears only in z ;, with coefficient
OL/0by; = 0y;. 1: 822 /0by = I, (the Jacobians page,
Problem 2).

k x m and k, the shapes of W, and b,
from Problem 1. It is the Jacobians
page's (Wz — y) = with d, as the
incoming gradient: the gradient at the
output of the affine map times its input,

VW2L = 52hT (ki X m); Vsz = 52

transposed.



Problem 4
Compute V; L.

822/8h = Wz,k X m.

ViL = (82,/0h)TV,,L.

2o = Wyh + by is affine in h (the
Jacobians page, Problem 2).

L depends on h only through z,, so the
chain rule for gradients applies.

ViL = W, 6

Problem 5

Shapes (m x k)(k x 1) = m x 1, the
shape of h. Entry j is Y, Wa; 62,:
hidden unit j collects the output deltas
weighted by its outgoing weights,
column j of Wj.

Compute §; = V,, L in terms of d5, W> and z;, without forming any Jacobian of o.

Oh/0z = diag(c'(z1)), m x m.

51 == (ah/azl)thL == diag(cr’(zl)) W2T52

diag(o’(z1)) v = 0'(z1) ® v forany v €
R™.

h = o(z) is elementwise (the Jacobians
page, Problem 1).

L depends on z; only through h; a
diagonal matrix is its own transpose;
VL is Problem 4.

A diagonal matrix acting on a vector
scales entry : by diagonal entry i: the
vector-Jacobian product of the
Jacobians page, Problem 6, so the m x
m matrix is never built.

61 =0'(21) © (Wy 82)

(m x 1) ® (m x 1) = m x 1, the shape of
z1. For the sigmoid, ¢/(z1) = h ® (1 — h),
computed from the h saved in the
forward pass.



Problem 6
Compute Vy, L and V,, L.

z1 = Wiz + by has the form of z, =
Wsh + by, with z in place of h and §; =
V., L in place of és.

8L/8W1,” = 51,2' Z; and 8L/8b1,2 = (51’1'.

Problem 3 used only that form and the
gradient at its output, so its argument
applies unchanged.

W1,; appears only in 2 ;, with
coefficient z;, and b ; only in z; ;, with
coefficient 1 (Problem 3, steps 2 to 5).

VWIL = 51LET (m X d); VblL = 51

Problem 7
Compute VL. Why would you want it?

0z1/0x = Wi, m x d.

V.L = (821/0x) "6, = W] 61, with shapes
(dxm)(mx1)=dx1.

No parameter update uses it.

(m x 1)(1 x d) = m x d and m, the
shapes of W; and b, from Problem 1.

z1 = Wiz + by 1s affine in z.

L depends on z only through z;; the
result has the shape of z.

x is data, not a parameter, so gradient
descent never changes it.

You want it for three things. Adversarial
examples: a small step along sign(V,L)
raises the loss the most, to first order,
among changes of the same maximum
entry size. Saliency: the size of entry j
says how sensitive the loss is to input
feature j. And if z is itself the output of
a layer below, VL is that layer's
incoming gradient, from which it gets its
own ¢, exactly as Problem 5 got §; from
W, 6,



Problem 8
Batched: with X € RV*? (rows are examples), Z; = XW|' + 1b/, H = 0(Z1), Zo = HW, +
1b,, Y = softmax(Z,) row-wise, Y one-hot rows and L = + 32, Ly, compute Ay, Vy, L, V,, L,
Ay, Vw,L, Vi, L and Vx L, with shapes.

Write (") for example n as a column, so row n of X is (™7, and likewise A, (™, () and
52(,") =g — 4™ 5%”) for the single-example deltas of Problems 2 and 5.

) TrrT - Row n of XW,' is row n of X times W',
Rown of Z, is 2™ Wy + by = and 1b] adds b/ to every row. So the
(W1z™ + b;)7, and likewise down the batch is N copies of the single-example
network, one per row, sharing the

network.
parameters.

Only the n-th term of the mean contains
L, depends only onrow nof X, Z;, H, Zy 1o of Z,, and it carries the factor % ;

and Y, so row n of A, is % 5§”)T_ the rest is Problem 2 for example n (the
softmax page, Problem 7).

Ay = %(Y -Y),N x k. Stack the rows of step 2.

W, is used by every row, so the loss
reaches it through all NV copies and its

VL=, % 5§n)h(")T. gradient is the sum of their
contributions; each is Problem 3 for
example n, scaled by +.

For matrices A and B with rows ™" and  (47B),; = >, A4,:B,; = 0, o, the
bW S aMp™T = ATB (i, 7) entry of the sum of outer products.
) n .

Vw,L = AJ H, with shapes (k x N)(N x Step 5Twith A = A,, whose rows are
167 and B = H. The shape is that of
m) =k x m. W

Vi, L=3 % 5§n) _ A;l, with shapes b, is added to every row, so its gradient
is the sum over rows of Problem 3's ds;
(kX N)(N x1) =k x1. AJ 1 sums the rows of A,.

VL = Ay W,, with shapes (IV x k)(k x Row n is Problem 4 for example n,
m) =N x m. transposed: (W, ]%65"))T = ﬁéé")TWQ.



A = O'I(Zl) ® (A2W2), N x m, with o/
applied to every entry of Z;.

Vi, L=A]X,(mx N)(N xd)=m X d;
VuL=A{1,(mx N)(N x1)=m x 1.

VxL =AW, (N xm)(mxd) =N xd.

Problem 5 row by row: an elementwise
product is taken entry by entry, so it
does not care whether the entries are
laid out as columns or rows. Row n is
L§™T Problem 5 for example n.

Steps 4 to 7 one layer down, with A; in
place of A, and X in place of H.

Step 8 one layer down: row n is
(W 5T, Problem 7 for example n
scaled by +.

Ay =2V —Y) (N x k); Vir,L = A H (
kxm); Vy,L=AJ1; Ay =0'(Z,) ®

(A, W,) (N x m); Vi, L = Al X; V, L =
AJ1; VxL = AW (N x d)

Problem 9

Every gradient has the shape of its
variable. The 4 enters once, in A,, and
everything after it is linear in A,, so it is
carried through and never applied
again.

Replace o by ReLU(z) = max(z,0). What changes in Problems 5—7? Write §; and V, L.

ReLU’(t) = 1 fort > 0 and 0 for ¢ < 0;
write [z; > 0] for the vector whose entry ¢

is 1if z;; > 0 and 0 otherwise.

82, Vw, L, Vi, L and V, L keep their
formulas, with h = ReLU(z,).

61 = ReLU'(21) ® (W, 82).

ReLU is t to the right of 0 and 0 to the
left. At ¢t = 0 the one-sided slopes are 0
and 1, so the derivative is undefined; it
is taken as 0, and a pre-activation
exactly at 0 is rare with real-valued data.

Problems 2 to 4 used h only as a vector
feeding 25; none of them differentiated
the activation. The values change, the
formulas do not.

Problem 5 used only that the activation
is elementwise, so its derivative o’(z,) is
replaced by ReLU’(z;), which is [z; > 0]
by step 1.



VW1L — 51$T, VblL = (51, VxL = W1T51

Problems 6 and 7 start from §; and
never look at the activation; the new ¢,
flows into them.

61 = [z1 > 0] © (W 82); VoL = Wy é1;

nothing else changes

Problem 10

Only the elementwise factor in Problem
5 changes. A hidden unit with z;;, <0
passes back nothing: entry i of 4; is 0, so
row ¢ of Vyy, L and entry ¢ of V; L are
zero for this example. A unit that is
negative on every input never updates,
which is a dead ReL.U.

Add an L2 penalty: L' = L + 3 ||W,||%. Compute Vy, L.

%szu% = % Zzg w3

2,ij°

8(%||W2||%‘)/8W2,ij = AWb,;, so the

penalty's gradient is AW3, k x m.

VW2L = (52hT, k x m.

The squared Frobenius norm is the sum
of the squares of the entries.

Only one term of the sum contains Wy,
and 4¢* has derivative At. This is the

matrix-calculus page's Vx| X||% = 2X,

A

times 5

Problem 3; the penalty does not involve
22, SO 09 is unchanged.

Vi L' = 6hT + AW,

Where this goes wrong

1. Outer product the wrong way round

The gradient of a sum is the sum of the
gradients, and both terms are k x m. A
gradient step becomes W5 « (1 —
nA)Ws — ndsh " : the update shrinks the
weights by 1 — n) and adds the data
term, which is why this is called weight
decay. The other gradients are
unchanged, because the penalty
contains only Ws.

The weight gradient is built from two column vectors, §; and h, and a product of two columns



needs one of them transposed.

Vw, L is an outer product of 6, (k x 1) Right so far: Problem 3, step 3 gives
and h (m x 1) OL/OWaj = b2, hj.

The analogy that causes the mistake:
writing the factors in the order the data
flows, input then output, as if the
gradient were read along the forward

“h goes into the layer and 6> comes back
out of it, so A comes first.”

pass.

It is m x k, the transpose of W5's shape,
so Wy —nhé, is undefined unless m =
k, and wrong even then. The index form
_ T fixes which index is which: in d2; h; the
Vi L =hoyl X row index i is the output unit and
belongs to d-, and the column index j is
the input unit and belongs to h, so the

gradient is 52h 7.

2, Passing the delta through the activation unchanged
Backprop is often summarised as “multiply the delta by the transposed weights and pass it

down”, and the summary leaves out half of each layer.

VL =W, 6, Right so far: Problem 4.

“The delta goes back through the The analogy that causes the mistake: the

. . . rule for a linear layer, applied to a layer
transposed weights, so the hidden layer's yer app Y
that also has a nonlinearity, so that h

. T 5
delta is W, d,. and z; are treated as the same vector.

That is VL, not V,, L. The chain rule

through h = o(21) contributes o'(21)

elementwise; dropping it is right only
5, = W; 5y X for an identity activation. For the

sigmoid ¢’ < , S0 every nonzero entry
comes out at least 4 times too large, and
a saturated unit, whose true delta is

near 0, keeps receiving a full-sized one.




3. Batched weight gradient with the data matrix on the wrong side
Linear regression's gradient, X " (Xw — y), puts the transposed data matrix on the left, and the
batched backward pass looks like the same kind of product.

Vi, L=, % 5 R T, summed over

the batch

“A sum over examples is a product with
the transposed data matrix on the left, as
in X" (Xw—vy).”

VW2L = HTAQ X

4. Bias gradient that is still a matrix

Right so far: Problem 8, step 4.

The analogy that causes the mistake: in
linear regression the weights are a
column vector, so the data matrix goes
on the left; here the weights area k x m
matrix and the order is fixed by W's
shape.

Itis (m x N)(N x k) = m x k. With
rows as examples the gradient is A, H,
k x m. The entries are the same
numbers transposed, (H'A;)" = Aj H,
which is why it “looks right” until the
update fails to broadcast; when m = k
the update runs and silently applies the
transpose.

For one example the bias gradient is the delta itself, V;, L = d;, and in the batch the delta is a

matrix.

Ay=L(Y -Y),Nxk

L
N

“The bias gradient equals the delta, as in

Problem 3.”

Right so far: Problem 8, step 3.

The analogy that causes the mistake: a
single-example identity carried to the
batch without asking how the bias
enters. 1b, copies one bias into every
row.



Vi, L = Az X

5. Doubling the weight-decay gradient

The matrix-calculus page's Vx || X ||% = 2X is short enough to memorise, and the 2 in it is easy to

carry across without the 3 it is meant to meet.
r_ A 2 2 _
L' = L+ 3|[Wall3, and Vx| X[} = 2X
“The gradient of a squared Frobenius

norm is twice the matrix, so the penalty
contributes 2AW,.”

Vi, 5| Wal|3 = 2AW, X

eulerpad.app/practice/one-hidden-layer-backprop

Itis N x k, and b, has k entries. The
bias is shared across the batch, so its
gradient sums the rows: Aj 1. In array
code by — 1 A, may broadcast without
complaint and turn the bias into an

N x k matrix, one bias per example.

Right so far: both are true.

The analogy that causes the mistake:
V|| X|% = 2X applied to \||W>|%
instead of % |Ws]|%, as if the prefactor
were A.

The 1 is there to cancel the 2: 3 - 2W, =
AW, (Problem 10). The slip survives
because training still works: the model
is simply regularised as if A were twice
what was set, so a X tuned with this code
must be doubled in any correct
implementation.



