Jacobians and the chain rule

Ten problems on Jacobians of elementwise and affine maps, the order of the chain rule,
vector-Jacobian products, and gradients through one and two layers, with worked solutions

and the shape mistakes that hide inside them.

BEFORE YOU START

A backward pass is the chain rule applied to vectors and matrices. Each step multiplies by
a Jacobian or its transpose, and the wrong answers come from four places: factors in the
wrong order, a derivative evaluated at the wrong point, a Jacobian replaced by the vector
that describes its action, and factors transposed until the shapes fit. These ten problems
work through all four.

The conventions are those of the previous page: vectors are columns, Jacobians are in
numerator layout (0y/0z is m x n for y € R™, z € R"), the gradient of a scalar is the
transpose of its row derivative, a matrix gradient has the shape of the matrix, and || - ||
is the Euclidean norm.

o is the logistic sigmoid, o(¢) = 1
derivative is o/ (t) = o (t)(1 — o ()
o(z)) for a vector z.

/(1 + e7?), applied elementwise to vectors. Its
), also applied elementwise, so ¢/(z) = o(2) © (1 —

© is the elementwise product, (u ® v); = u;v;. diag(v) is the diagonal matrix with v on
the diagonal, and diag(v) u = v ® w.

One layeris z = Wz + b, h = o(2), with W € R™*", 2z € R” and b, z, h € R™. z is the
pre-activation and h the output.

The chain rule in numerator layout: for y = g(u) and v = f(z), 0y/0z =
(8y/Ou)(0u/Ox). The outer Jacobian goes on the left. With y € R?, u € R™, z € R" the
shapes are (p x m)(m x n) =p X n.

Rule of thumb: for a scalar loss you never need the full Jacobian of an elementwise
layer, only its action on a vector, and that action is an elementwise product.

Builds on: Matrix calculus conventions

Problems

1. Let h = o(z) elementwise, z € R". Compute 6h/dz and state its shape. difficulty -


file:///practice/matrix-calculus-conventions

2. Let 2 = Wz + bwith W € R™*". Compute dz/dz and 9z /8b. difficulty -

3. Let h = o(Wz + b). Compute dh/dz using the chain rule, with shapes difficulty --
at every step.

4. Lety = B(Az) with A € R™", B € R?*™. Write dy/0z as aproduct ~ difficulty --
of Jacobians and check the shapes. Which order is forced?

5. Let L = 1||h — y|?> with h = o(Wz + b) and y constant. Compute difficulty --
V. L, and write it without any diag matrix.

6. For a scalar loss L and h = o(Wz + b), show that VL = difficulty --
(6h/0z) "V, L and simplify it to a form that never forms the m x m Jacobian of o. Why
does this matter when m = 4096?

7. Two layers: hy = o(Wiz), ho = Wahy, L = 1||hs — y||*>. Compute difficulty ---
VL.

8. Let L = 1|Wz — y||? with W € R™". Compute Vy L and state its difficulty ---
shape.

9. Let u = z/||z||2 for z # 0. Compute du/dz. difficulty --

10. Compute V,|oc(Wz)|[3. difficulty ---



Answers
1. O0h/0z = diag(o'(z)), n x n

2.0z/0x =W (m x n); 0z/0b = I,
3.0h/0z = diag(o'(2)) W, m x n

4.0y/0xr = BA, (p x m)(m x n) = p x n; AB is not defined unless p = n, and is wrong even
then

5V, L=WT (a'(z) ® (h—1y))

6.V,L = W' (c'(z) ® V,L); the diag never appears, so the elementwise layer costs O(m)
storage instead of the O(m?) of its Jacobian

7. VoL = W' (0'(21) © W, (k2 — y))
8.VwL=Wz—-y)z',mxn

9.0u/0zx = (I-22"),2=a/|z

L
edl
10. V|lo(Wz)|* =2W ' (0/(z) ® 0(2)), 2 = Wz



Worked solutions

Problem 1

Let h = o(z) elementwise, z € R". Compute 0h/0z and state its shape.

h; =0(z)fori=1,...,n.

3hi/82j = O'I(Zi) ifi = R and 0 if ¢ 7'é J.

The Jacobian has ¢'(z1), ...,0'(2,) on the

diagonal and zeros elsewhere.

Elementwise means output i is
computed from input ¢ alone.

h; contains no z; with j # i, so those
partials vanish; the remaining one is the
ordinary derivative of o at z;.

Entry (4, j) of 0h/0z is 0h;/9z;, so step 2
fills it entry by entry.

O0h/0z = diag(o'(2)),n x n

Problem 2

One row per h; and one column per z;,
and both have n entries.

Let z = Wz + bwith W € R™". Compute 0z/0z and 0z/0b.

8zi/3mj = I/VZ]

0z;/0b, = 1ifi = k, and 0 otherwise.

Writing entry ¢ out shows which terms
contain each z; and each b;.

Only term j of the sum contains z;, with
coefficient W;;; b; does not depend on z.

by, appears only in z, with coefficient 1,
and the sum does not depend on b.

0z/0x = W (m x n); 0z/0b = I,

Step 2 fills the m x n Jacobian with the
entries of W; step 3 fills the m x m
Jacobian with ones on the diagonal. The
previous page's 9(Az)/0xz = Ais the
case b = 0.



Problem 3

Let h = o(Wz + b). Compute 0h/0z using the chain rule, with shapes at every step.

Let z = Wx 4+ b,s0 h = 0(2).

Oh/0x = (0h/02z)(0z/0x).

Oh/0z = diag(o'(2)), m x m; 8z/0z = W,

m X n.

(m x m)(m X n) =m X n.

Naming the pre-activation splits A into
two maps whose Jacobians are
Problems 1 and 2.

Chain rule in numerator layout: the

Jacobian of the outer map, o, goes on
the left.

Problem 1 with m in place of n, since z
has m entries, and Problem 2.

The inner dimensions agree, and the
result has one row per h; and one
column per z;, the shape 0h/0x must
have.

Oh/0zx = diag(d'(2)) W, m x n

Problem 4

Row i of this product is row : of W
scaled by ¢/(z;): h; depends on z only
through z;, and z; depends on z through
row i of W.

Let y = B(Az) with A € R™*", B € RP*™. Write dy/dz as a product of Jacobians and check

the shapes. Which order is forced?

Let u = Az, soy = Bu.

Ou/0zx = A, m x n; 0y/0u = B, p x m.

O0y/0zx = (0y/0u)(0u/0z) = BA.

Naming the intermediate vector makes
y a composition of two linear maps,
which is the form the chain rule takes.

The Jacobian of a linear map is its
matrix (Problem 2 with b = 0).

The outer map is B, so its Jacobian goes
on the left.



(p x m)(m x n) = p x n. The other order,

(m x n)(p X m), needs n = p.

Only BA has inner dimensions that
agree for every m, n, p, and its result is
p X m, one row per y; and one column
per z;. The shapes force this order.

0y/0x = BA, (p x m)(m X n) =p X n;
AB is not defined unless p = n, and

is wrong even then

Problem 5
Let L = 1||h — y||> with h = o(Wz + b) and y constant. Compute V, L, and write it without any

diag matrix.

Letz=Waxz+b,soh=0(z)and L =
s(h—y) (h—y).

dL = (h —y) dh,s0 OL/Oh = (h —y) ,

1 xm.
Oh/0x = diag(o'(2)) W, m x n.

OL/0x = (h —y)' diag(o'(z)) W, with

shapes (1 x m)(m x m)(m xn) =1 X n.

V.L =W diag(o'(z)) (h — y), with

shapes (n x m)(m x m)(m x 1) =n x 1.

diag(0"(2)) (h —y) = o'(2) © (h — y).

Directly, y = (BA)z, whose Jacobian is
BA.When p = n, AB is m X m, not p x
n; when all three sizes are equal it has
the right shape, but AB # BA in
general.

The squared norm is the inner product
of h — y with itself, which the product
rule can differentiate.

Product rule gives two equal scalar
terms, and the 3 cancels the 2; y is
constant.

Problem 3.

Chain rule with the outer Jacobian, that
of L with respect to h, on the left.

The gradient is the transpose of the row;
transposing a product reverses it, and a
diagonal matrix is its own transpose.

A diagonal matrix times a vector scales
entry 7 of the vector by diagonal entry 7,
which is exactly the elementwise
product.

V. L=WT (a’(z) ©® (h— y))

Substitute step 6 into step 5. Shape
check: (n x m)(m x 1) =n x 1, the
shape of z.



Problem 6

For a scalar loss L and h = o(Wz + b), show that VL = (8h/dz)" V; L and simplify it to a
form that never forms the m x m Jacobian of . Why does this matter when m = 4096?

OL/0x = (OL/Oh)(0h/0x), with shapes

(I xm)(mxn)=1xn.

V.L = (8h/0z)" (OL/Oh)" =
(8h/ax)thL.

Let z = Wz + b. Then (0h/0z)" =
(diag(o’(2)) VV)T = W' diag(o'(2)).

V.L =W'(diag(c'(2)) V,L).

diag(o’(z)) V4L = 0'(2) © VL.

L depends on z only through A, so the
chain rule applies with L as the outer
map.

Transpose both sides: the gradient is the
transposed row, a transposed product
reverses its order, and (0L/0h)" is by
definition VL.

Problem 3, transposed; a diagonal
matrix is its own transpose.

Multiplying right to left means the m x
m matrix only ever acts on the vector
VL, so the matrix diag(c'(2)) W is
never needed.

A diagonal matrix acting on a vector is
an elementwise product: m
multiplications, and only the m
numbers ¢’ (z) are stored.

V.L=WT'(c¢'(z) ® V,L); the diag
never appears, so the elementwise
layer costs O(m) storage instead of

the O(m?) of its Jacobian

At m = 4096 the Jacobian of ¢ has

40962 ~ 16.8 million entries, about 67
MB in 32-bit floats, per example and per
layer, and all but 4096 of them are zero.
The elementwise form stores 4096
numbers, and the remaining work is the
product with W', which the backward

pass pays anyway.



Problem 7

Two layers: hy = o(Wiz), ho = Wahy, L = 5| he

Let z21 =
W1 € kan, W2 € RpXk, SO z1, hl € Rk and
h2,y € RP,

Vu,L =hs —y,p x 1.

Vi, L = W;(hg
p)(px1)=kx1.

— y), with shapes (k x

V.L=0'(z)®ViL,kx 1.

V.L =WV, L, with shapes (n x
k)(kx1)=mnx 1.

Wiz, s0 hy = 0(z1). Take z € R™,

— y||*>. Compute VL.

o' has to be evaluated at the pre-
activation, so it needs a name; the sizes
let every product below be checked.

The previous page's V.|| Az — b||? =
24T (Az — b) with A = I, halved.

Problem 6's rule: the gradient with
respect to a map's input is its transposed
Jacobian times the gradient with respect
to its output, and dhy/0hy = Ws
(Problem 2).

The same rule through o: the
transposed Jacobian is diag(c’(z1)), and
it acts on a vector as an elementwise
product.

The same rule once more, with
0z1/0x = Wi.

VoL =Wy (0(z1) @ Wy (ha — )

Problem 8
Let L = {|Wa

Letr = Wz —y. Then L = 1 Y. r7 with
i =2 Wiz,

[V RV

%ZZ(Z W yi)z‘

%

—Y;, S0 L =

Substitute steps 3 and 4 into step 5.
Evaluated from the inside out, this is
backpropagation: the last layer's
transpose acts first and the first layer's
acts last.

— y||> with W € R™*". Compute Vy, L and state its shape.

A matrix gradient is defined entry by
entry, so write L in terms of the entries
W,

ij



aL/aWij =T 61"1/81/1/”

8’/”1/3%] = Ij.

(VwL)j = W —y); z;.

A matrix with entries a;b; is the outer

product ab’.

W;; sits in row ¢ of W, which only builds
r;, so only the i-th square depends on it;
its derivative is r; times the derivative of

Ti.

In ), Wiyzy, only the j' = j term
contains W;;, with coefficient z;.
Entry (4, 5) of Vy, L is OL/0W;; (the
previous page's convention).

(ab")i; = a;b;: a supplies the row index
and b the column index.

VwL=Wz—-y)z',mxn

Problem 9
Let u = z/||z||, for z # 0. Compute du/0z.

u=zlc| .

du = ||zt dz + zd(||=| ).

d(||lz]I7!) = =zl dllz| = —[|=[|"* =" dz.

du = ||z|| tdz — ||z|| 3z z " dz.

1 T
Ou/dx = —(I— %),n X n.
el iedl

Step 5 witha = Wz —yand b = z.
Shape check: (m x 1)(1 x n) = m x n,
the shape of W, so W — n Vi L makes
sense.

A vector times a scalar function of z,
which the product rule handles.

Product rule; both factors depend on z.

Scalar chain rule for ¢ — 1/¢, then

d||z|| = = "dz/| z||, which is the previous
page's V| z|| = x/| x| written as a
differential.

Substitute step 3; z (z ' dz) = (zz ') dzx
by associativity.

The Jacobian is the matrix that
multiplies dz; factor out 1/||z||.



Let & = /| z||, the unit vector along z (it

equals u). Then zz " /||z||? = 22 .

Split ||z||? into one ||z|| for each factor of
Z.

du/dz = (I —527), % = z/|2|

]

Problem 10
Compute V,|jo(Wz)|3.

Let z = Wz and h = o(2), so the function

is f = ||h|]2 = ATh.

Vinf =2h = 2U(z).

V.f = (0h/8z) TV, .

(6h/0z)" = W diag(o'(2)).

V.f =WT(0'(z) ®20(2)), with shapes

(nxm)(mx1)=mnx 1.

Sanity check: scaling x does not change
u, so the Jacobian must send the
direction of z to zero, and (I — £27)2 =

z—2=0.

Naming the pre-activation and the
output splits f into a layer (Problem 3)
and a squared norm (previous page).

The previous page's V,(z" Az) = (A +
ANz with A =1T.

Problem 6: the gradient with respect to

z is the transposed Jacobian of h times
the gradient with respect to h.

Problem 3 with b = 0, transposed.

The diagonal matrix acts on 20(z) as an
elementwise product (Problem 6).

Vello(Wa)|? =2WT (o' (2) ©® 0(2)), 2
Wz

The scalar 2 moves out of the
elementwise product and the matrix
product. For the sigmoid, ¢/(z) ®

o(z) =h®h® (1 — h), which is how it
is computed from the saved forward
output.



Where this goes wrong

1. Multiplying the Jacobians in the wrong order
The forward pass applies A first and B second, and scalars commute, so writing the derivatives

in the order the maps run looks harmless.

y = B(Aa:)' (9(Ax)/6m — Aand Right so far: both Jacobians are correct,
’ and only their order is still to be
0(Bu)/0u = B decided.

The analogy that causes the mistake:
reading the product in the order the
forward pass runs, as if it were the
scalar ¢'(f(z)) f'(x), whose factors
commute.

“A is applied first and B second, so the

derivative is A then B.”

In numerator layout the inner Jacobian
goes on the right: y = (BA)z, so the
Jacobian is BA. The shapes refuse AB:
8y/dx = AB X o ohab
(m x n)(p x m) exists only when n = p,

and even then it is m x m instead of p x

n.

2, Evaluating ¢’ at the output instead of the pre-activation
For the sigmoid, ¢/(z) = o(2)(1 — 6(z)) = h(1 — h), so the derivative is usually computed from
the saved output h. Written as a function call, that invites a slip.

z=Wz+bh=0(z),L= %Hh - yH2, Right so far: this is steps 1 and 2 of
VhL —h— y Problem 5.

. . . . . . “« )
0_,(2) —ho (1 _ h), “so the SingId'S The 1den.t1ty is true; reading it as “o
takes h” is the analogy that causes the

. . . . »
derivative is a function of h mistake.



o' is a function of z: the chain rule
evaluates the derivative of ¢ at the point
o was applied to. o’'(h) = a(h)(1 — o(h))
applies the sigmoid twice. The correct
lineis W' (o'(2) ® (h — y)), which is
WT(h® (1—h)©® (h—y)). Theslip

V.L=WT(c'(h) ® (h—y)) X survives because for h € (0,1), o’ (k) lies
between about 0.197 and 0.25, so the
gradient has a plausible size. A finite-
difference check catches it at once, and
so does noticing that the factor never
drops below about 0.197, where the true
o'(z) goes to o for large |z|.

3. Writing the Jacobian of an elementwise layer as a vector
Problem 6 says never to build diag(o’(z)) in code, and the shorthand that replaces it leaks back

into the derivation.

h = U(Z)’ L= %”h o y”2’ 8L/8h = (h - Right so far: the row derivative of the
y)',1xm loss with respect to h.

The analogy that causes the mistake: the
“The m x m Jacobian is diagonal, so keep  storage advice of Problem 6, which is
only the diagonal.” about the product, is applied to the
Jacobian itself.

An m x 1 vector is not the Jacobian of
an m-vector with respect to an m-vector.
The chain rule then gives (h — y)"o’(2),
a1 x 1inner product where a 1 x m row
oh / 92 — o (z) T s bel.ongé. As a Jacobian, in a derivation,
write diag(o’(2)), m x m. As a vector-
Jacobian product, in code or a gradient
formula, write o'(z) ® g for the
incoming gradient g. Both say the same

thing; the bare vector says neither.




4. Transposing until the shapes fit

The scalar rule -1 (wz — y)? = (wz — y) z says there are two factors, Wz — y and z, and it is

tempting to arrange them in whichever order multiplies.

L= % Wz — y”2 with W € R™*"; the Right so far: these are the two factors in
factors are Wz —y (m x 1) and z (n x 1)  thegradient.

The analogy that causes the mistake: the

T : . .
“(Wz — y) = does not multiply unless scalar rule gives the factors but not their
m = n, so transpose the other one.” arrangement, and the shapes are used to
pick one.

It multiplies, but it is n x m, the
transpose of W's shape, so W — nVy L
is undefined unless m = n, and wrong
even then. The index derivation
(Problem 8) gives OL/0W;; = (Wzx —
Vwl=z(Wz— y)T X y); z;: the row index t{elon]gs tcE Wz —y
and the column index to z, so the
gradient is (Wz — y) z". The gradient
must have W's shape, and that fixes
which factor is the column.
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